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KEY TAKEAWAYS 

AI-Assisted Development: 
From Vibe Coding to a Disciplined Harness  

Dennis Wilson, DBC Technologies | RetailNOW session  

Executive takeaway 
AI does not create durable advantage by itself. The advantage comes from a repeatable 
development harness that constrains agents, separates planning from building, uses 
independent models for review, and embeds security, testing, and compliance into 
every cycle. The result is faster delivery, less rework, lower token spend, and a better 
merchant experience. 

What the Market Actually Wants 

• Merchants are not primarily asking for “AI.” They are asking for outcomes: more customers, 
stronger retention, easier operations, and fewer pain points. 

• Lead with the business result, not the technology. AI should often be invisible to the merchant 
and highly visible in the provider’s operating model. 

• Avoid adding another dashboard when possible. Merchants prefer consolidated experiences 
that reduce logins and operational fragmentation. 

• AI adoption works better with top-down governance, clear policies, and cost controls than 
with scattered individual experimentation. 

Translate AI Language into Merchant Language 

Instead of saying... Say... 

“AI-powered onboarding” “We prefill the company profile so setup 
takes less time.” 

“AI dashboard” “One place to see and act on the information 
that matters.” 

“AI coding platform” “Faster feature delivery with stronger quality 
controls.” 

The Harness Is the Moat 

• The underlying model is increasingly interchangeable. The differentiator is the workflow, 
context, rules, tools, and quality gates wrapped around the model. 

• A strong harness prevents scope wandering, duplicate systems, premature “done,” and 
uncontrolled token consumption. 
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• Repository-aware agents are the baseline. The system should inspect the existing codebase 
before modifying it. 

• Instructions files such as AGENTS.md or CLAUDE.md can encode architecture, permissions, 
testing expectations, and project-specific constraints. 

Recommended Development Loop 

 Stage Purpose 

1 Brain dump Capture the full idea, desired outcome, constraints, 
dependencies, and reference systems. 

2 
Business and 
architecture review 

Turn the idea into a clear business purpose and 
technical approach; challenge it with a second model. 

3 Phased build plan Break work into contained phases with explicit 
acceptance criteria. 

4 Inspection only Direct the agent to inspect the repository and return a 
plan without editing files. 

5 Build Implement only the approved phase under strict scope 
and architecture rules. 

6 Harden and test Use a different model to find defects, edge cases, 
regressions, and duplication. 

7 Security and 
compliance 

Run dedicated security, penetration, and regulatory 
checks. 

8 Human sign-off Keep a responsible person in the loop; AI assists but is 
not accountable. 

Separate Roles Across Models 

• Do not rely on the same model to write and independently validate its own work. 
• Use one agent as project manager or planner and another as builder; use a separate model or 

mode for testing, hardening, and security review. 
• The productive friction between models often exposes assumptions and defects before 

penetration testing. 
• The objective is not model loyalty. Dynamically select the model best suited to each task. 

Security and Compliance Must Be Built In 

• Speed amplifies both good and bad engineering. Unstructured AI development can produce 
insecure code faster than traditional development. 
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• Treat security review as a distinct discipline, not a final prompt added to the coding 
conversation. 

• Embed open-source security scanning, penetration testing, scalability testing, and lint/test 
gates in the harness. 

• For payment systems, incorporate PCI requirements; add equivalent regulatory modules for 
HIPAA, GDPR, PIPEDA, or other applicable frameworks. 

• Never expose secrets in code or prompts. Use secret stores, scoped permissions, branch 
isolation, and spending limits. 

Accountability principle 
AI can generate and scan code, but the organization remains accountable for what is 
shipped. Human review, ownership, and documented controls are non-negotiable. 

Operational and Commercial Implications 

• Developers can manage multiple projects in parallel because agents spend long periods 
executing bounded work. This changes capacity planning and team design. 

• Faster delivery creates a temporary margin opportunity: firms can price competitively while 
still preserving strong economics. 

• A mature harness can enable junior staff or non-developer leaders to prototype ideas, while 
senior engineers focus on architecture, finishing, and risk. 

• MCP servers can reduce integration friction and make an ISV more attractive to AI-assisted 
developers. Where practical, an MCP interface can become a meaningful sales advantage. 

• The strongest investor story is not “we use AI,” but “we have a proprietary operating system for 
shipping reliable software faster.” 

Risks to Manage 

Risk Control 

Token and API cost 
overruns 

Set account limits, virtual-card caps, alerts, and clear 
rules for subscription overages and API fallback. 

Agent sprawl and 
distraction 

Use scoped work queues, phase gates, branch isolation, 
and explicit project ownership. 

Overconfidence in 
generated code 

Require independent review, automated tests, security 
scans, and human sign-off. 

Skipping the harness 
under pressure 

Make the harness the default path; exceptions should be 
visible and justified. 

Workforce resistance 
Use a contained pilot with a skeptical developer and 
compare speed, defects, and rework against the 
traditional approach. 
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Recommended Next Actions for an ISV 

1. Document the current workflow: Map how ideas become specs, code, tests, security review, 
and release today. 

2. Create a manual harness: Start with copy-and-paste prompts for planning, inspection, build, 
hardening, security, and sign-off. 

3. Define repository rules: Add architecture, coding, permission, test, and dependency 
constraints to an instructions file. 

4. Pilot one bounded feature or bug: Measure cycle time, token cost, defects, rework, and 
developer experience. 

5. Add independent validation: Assign a separate model and explicit security mode to review 
every build. 

6. Embed compliance modules: Convert relevant regulatory requirements into repeatable 
checks and evidence. 

7. Evaluate MCP readiness: Identify high-value integrations where an MCP server would simplify 
adoption. 

8. Govern cost and access: Set budgets, alerts, role-based permissions, and approved tools 
before scaling. 

Closing Message 

Speed multiplied by discipline wins. The next competitive edge in POS and payments will not 
come from the best chatbot. It will come from organizations that convert AI into faster shipping, 
safer software, lower support costs, and a better merchant experience. 

Prepared from the supplied session . 


